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Igor Asanov
July 20, 2022

This handout12 summarizes the lecture slides from the Ph.D. course “Statistical Power
Analysis” prepared for Summer Academy on ”Innovation, Digitalization and Sustainability”
2022 (University of Jena). Please note that the handout is not useful if you do not attend
the class. The handout is also not a substitution for the books and it can contain errors.
The course is built around the next books:
Homepage: http://www.igorasanov.com/teaching.html
Literature:
 Cohen, J., 2013. Statistical power analysis for the behavioral sciences. Routledge.
 Ellis, P.D., 2010. The essential guide to effect sizes: Statistical power, meta-analysis,
and the interpretation of research results. Cambridge University Press.
 Murphy, K.R., Myors, B. and Wolach, A., 2014. Statistical power analysis: A simple
and general model for traditional and modern hypothesis tests. Routledge.

Software:
We will use R for the exercises: Here is the link on the homepage of R.
In the class, I use RStudio as a front end and I would recommend you to install it too
- it greatly simplifies workflow in R.
We will also use Optimal Design Software: http://hlmsoft.net/od/
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Motivation

1.1

Example

 Consider that you study the effect of a new form of oral contraception on 400 women.
 You randomly assign 200 women to receive new oral contraception and other 200
women to continue to use the method of contraception they use.
 You wait for two years (24 months).
 Results:

– 30 identified cases of pregnancy among 200 women who continue to use the
method of contraception they use.
– 20 identified cases of pregnancy among 200 women who received new oral contraception.
 15% in control vs. 10% in the treatment group. Sounds promising!
 You run a simple t-test to compare the means

Control <- c(rep(0, 170), rep(1, 30))
Treatment <- c(rep(0, 180), rep(1, 20))
ttest <- t.test(Control, Treatment)
ttest$p.value
## [1] 0.1312491
 Oh, no! You can not reject a null hypothesis at any conventional level of significance.
 You put the project aside.
 In a few months, your colleague sends you a paper that tests the same oral contraception in 400 women.
 Results:

– In the control group also 30 women are pregnant,
– In the treatment group only 17.
Control <- c(rep(0, 170), rep(1, 30))
Treatment <- c(rep(0, 183), rep(1, 17))
ttest <- t.test(Control, Treatment)
ttest$p.value
## [1] 0.04369558
 So the oral contraception works, the effect seems to exist.
 You were just unlucky. Bad luck!

/

Is it so? What were your chances?
 How likely that you find an effect given the design of your study?
 How probable that you will reject the null hypothesis if the alternative is true?
 In short, what is the power of your study?
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1.2

Folktales and Statistical Power

Source: https://www.oldbookillustrations.com/

Folktale 1: We never know beforehand.
 I do not know beforehand what exactly to expect e.g. how large an effect, the precision
of my estimate, response rate . . .

– You never know for sure, but
– you must have an idea why you expect that you find anything e.g. theory, results
of previous (similar) studies.
– If you do not have an idea, why do you even plan to engage in the study?
Folktale 2: Success is never blamed.
 Why should I care about power? If I find an effect, it exists.

– “Low statistical power undermines the purpose of scientific research”. (Button
et al., 2014)
– Underpowered studies
* Increases the rate of false negatives – we are more likely not to find the true
effect.
* ! Inflate estimates – we will tend to overestimate the effect
* ...

Folktale 3: It will not change anything.
 I have a fixed budget, sample, dependent variables, etc., so power analysis will not
change anything.
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– You can change your research design in most cases to provide it efficiently e.g.
focus on a specific thing, use better measures e.tc.
– – If you can run only an underpowered study, why do it?
Folktale 4: Nobody Does It (In my Field).
 Nobody does it in my field. So, why should I?

– Indeed, only a few do power analysis and studies typically are underpowered.
– But, only a few find an effect, get published, cited a lot, etc.
– If you want to find an effect if it there, you should design your study in this way.
More sophisticated cases:
 I did my study and I heard that I should not do the power analysis post-hoc.

– Gelman, A., 2018. Don’t Calculate Post-hoc Power Using Observed Estimate
of Effect Size. Annals of surgery, 20, p.1.
– You can do ex-post prospective power analysis, anywyas.
 I am Bayesian and do not believe in the Null-Hypothesis Testing Procedure, so I should
not do a power analysis.

– Kruschke, J.K. and Liddell, T.M., 2018. The Bayesian New Statistics: Hypothesis testing, estimation, meta-analysis, and power analysis from a Bayesian
perspective. Psychonomic Bulletin Review, 25(1), pp.178-206.
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Recap: Statistics
 Population – the set of all entities which could theoretically be observed.
 Sample – a part of the population that we observe.
 Typically we observe A but want to know something about B.

Example
We know math score Y of person i in year t, but we want to know it for the same
(other) person next year (time) t 1.
 We can do it, use A to infer something about B, if we assume that they come from
the same population.
 We can look at the first observation and make a conclusion.
 Perhaps, it is not the best idea.
 It is better to draw a random sample from the same population.

ñ

Values are identically and independently distributed .i.i.d.

Law of Large Numbers
If Y1 , . . . , Yn i.i.d. and 0
Central Limit Theorem
If Y1 , . . . , Yn i.i.d. and 0
mates a normal distribution

σY2
σY2

8 and , then Ȳ

is a consistent estimator of Y.

8 and n is large, then the distribution of Ȳ
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2.1

Sample Variation

library("AER")
data(STAR)
# Make a sample of 'hours'
s1 <- sample(STAR$math1, 100, replace = TRUE)
str(s1)
##

int [1:100] NA 510 449 542 481 572 529 NA 592 NA ...

# Make 1000 samples of 'hours' of size 100
n100 <- replicate(1000, mean(sample(na.omit(STAR$math1), 100,
replace = TRUE)))

require(ggplot2)
require(ggthemes)
require(reshape2)
ggplot(melt(data.frame(n100)), aes(x = value, fill = variable)) +
geom_density(alpha = 0.25) + theme_tufte() + xlab("Average Math Score") +
ylab("Density")
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n300 <- replicate(1000, mean(sample(na.omit(STAR$math1), 300,
replace = TRUE)))
n900 <- replicate(1000, mean(sample(na.omit(STAR$math1), 900,
replace = TRUE)))
n2700 <- replicate(1000, mean(sample(na.omit(STAR$math1), 2700,
replace = TRUE)))

ggplot(melt(data.frame(n100, n300, n900, n2700)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density")
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s100 <- sample(na.omit(STAR$math1), 100, replace =
s300 <- sample(na.omit(STAR$math1), 300, replace =
s900 <- sample(na.omit(STAR$math1), 900, replace =
s2700 <- sample(na.omit(STAR$math1), 2700, replace
sqrt(sum((s100 - mean(s100))^2)/99)

TRUE)
TRUE)
TRUE)
= TRUE)

## [1] 38.5046
sd(s100)
## [1] 38.5046
sd(s300)
## [1] 44.84824
sd(s900)
## [1] 44.76983
sd(s2700)
## [1] 45.11168

sd100 <- replicate(1000, sd(sample(na.omit(STAR$math1), 100,
replace = TRUE)))
sd300 <- replicate(1000, sd(sample(na.omit(STAR$math1), 300,
replace = TRUE)))
sd900 <- replicate(1000, sd(sample(na.omit(STAR$math1), 900,
replace = TRUE)))
sd2700 <- replicate(1000, sd(sample(na.omit(STAR$math1), 2700,
replace = TRUE)))

ggplot(melt(data.frame(sd100, sd300, sd900, sd2700)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Standard Deviation of Math Score") + ylab("Density")
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sd(s100)/sqrt(length(s100) - 1)
## [1] 3.869858
sd(s300)/sqrt(length(s300) - 1)
## [1] 2.593641
sd(s900)/sqrt(length(s900) - 1)
## [1] 1.493157
sd(s2700)/sqrt(length(s2700) - 1)
## [1] 0.8683355

se100 <- replicate(1000, sd(sample(na.omit(STAR$math1), 100,
replace = TRUE))/sqrt(99))
se300 <- replicate(1000, sd(sample(na.omit(STAR$math1), 300,
replace = TRUE))/sqrt(299))
se900 <- replicate(1000, sd(sample(na.omit(STAR$math1), 900,
replace = TRUE))/sqrt(899))
se2700 <- replicate(1000, sd(sample(na.omit(STAR$math1), 2700,
replace = TRUE))/sqrt(2699))

ggplot(melt(data.frame(se100, se300, se900, se2700)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Standard Error of Average Math Score") + ylab("Density")
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Confidence intervals
Upper 95% limit  x̄ 1.96  se
Lower 95% limit  x̄  1.96  se
mean(s100) - 1.96 * sd(s100)/sqrt(length(s100) - 1)
## [1] 526.8051
mean(s100) + 1.96 * sd(s100)/sqrt(length(s100) - 1)
## [1] 541.9749
mean(s2700) - 1.96 * sd(s2700)/sqrt(length(s2700) - 1)
## [1] 528.9262
mean(s2700) + 1.96 * sd(s2700)/sqrt(length(s2700) - 1)
## [1] 532.3301

Distribution of Means
for two sample sizes
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Note: The exact confidence interval is slightly different since we have to correct for the fact that
we sample from larger sample.

8

2.2

Hypothesis Testing

1. Formulate Null-Hypothesis e.g. average math score is 520 in population, difference in
means is zero in population. H0 : E pY q  µY,0
2. Formulate alternative hypothesis:
 H1 : E pY q  µY,0 . (Two-sided test)

 H1 : E pY q ¡ µY,0 . (One-sided test)
 H1 : E pY q

µY,0 . (One-sided test)
What can happen then?
Table 1: Error Types

Judgement of H0

Reject
Fail to Reject

Null Hypothesis, H0
Valid
Invalid
False Positive
Correct Inference
(Type Error I)
False Negative
Correct Inference
(Type Error II)

 α, significance level – the predefined probability of rejecting H0 despite it being true, typically
5%.
 k – predefined probability of failing to reject H0 when it is false.
 (1-k), power – the predefined probability of rejecting H0 when it is false, typically 80%
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Determinants of Power

3.1

Key Determinants of Power

Let’s Use the same math score data from STAR project (1985).
 Students and Teachers were randomly assigned to three groups:

– “regular” (22 to 25) classes with no aide – regular
– “regular+aid” (22 to 25) classes with a paid aide – regular+aide
– “small” (13 to 17) class – small
In total, some 6,500 students in about 330 classrooms at approximately 80 schools participated.
We will focus on grade 1.
Let’s estimate the distribution of the mean from the same population twice with different
sample sizes:
require(AER)
data("STAR")
n100s1 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 100, replace = TRUE)))
n100s2 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 100, replace = TRUE)))
n300s1 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 300, replace = TRUE)))
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n300s2 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 300, replace = TRUE)))
n900s1 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 900, replace = TRUE)))
n900s2 <- replicate(1000, mean(sample(subset(na.omit(STAR), star1 ==
"small" | star1 == "regular")$math1, 900, replace = TRUE)))

Now from different populations:
n100s1sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, 100, replace = TRUE)))
n100s2sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, 100, replace = TRUE)))
n300s1sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, 300, replace = TRUE)))
n300s2sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, 300, replace = TRUE)))
n900s1sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, 900, replace = TRUE)))
n900s2sr <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, 900, replace = TRUE)))

plot100 <- ggplot(melt(data.frame(n100s1, n100s2)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560) + ggtitle("Same Population")
plot300 <- ggplot(melt(data.frame(n300s1, n300s2)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560)
plot900 <- ggplot(melt(data.frame(n900s1, n900s2)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560)
plot100sr <- ggplot(melt(data.frame(n100s1sr, n100s2sr)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560) + ggtitle("Diffferent Populations")
plot300sr <- ggplot(melt(data.frame(n300s1sr, n300s2sr)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560)
plot900sr <- ggplot(melt(data.frame(n900s1sr, n900s2sr)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density") + ylim(0, 0.32) +
xlim(535, 560)

library(gridExtra)
grid.arrange(plot100, plot100sr, plot300, plot300sr, plot900,
plot900sr, ncol = 2, nrow = 3)
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tapply(na.omit(STAR)$math1, na.omit(STAR)$star1, mean)
##
##

regular
542.3272

small regular+aide
550.2633
544.4835

mathreg <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, 900, replace = TRUE)))
mathaid <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular+aide")$math1, 900, replace = TRUE)))
mathsma <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, 900, replace = TRUE)))

ggplot(melt(data.frame(mathreg, mathaid, mathsma)), aes(x = value,
fill = variable)) + geom_density(alpha = 0.25) + theme_tufte() +
xlab("Average Math Score") + ylab("Density")
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msmall <- subset(na.omit(STAR), star1 == "small")$math1
mreg <- subset(na.omit(STAR), star1 == "regular")$math1
x1 <- mean(msmall)
x2 <- mean(mreg)

s <- sqrt(((length(msmall) - 1) * var(msmall) + (length(mreg) 1) * var(mreg))/(length(msmall) + length(mreg) - 2))

(x1 - x2)/s
## [1] 0.2022478

library(effsize)
cohen.d(subset(na.omit(STAR), star1 == "small")$math1, subset(na.omit(STAR),
star1 == "regular")$math1, pooled = T)
##
##
##
##
##
##
##

Cohen's d
d estimate: 0.2022478 (small)
95 percent confidence interval:
lower
upper
0.09941394 0.30508161

cohen.d(subset(na.omit(STAR), star1 == "regular+aide")$math1,
subset(na.omit(STAR), star1 == "regular")$math1, pooled = T)
##
##
##
##
##
##
##

Cohen's d
d estimate: 0.05497682 (negligible)
95 percent confidence interval:
lower
upper
-0.04956811 0.15952175

ggplot(melt(data.frame(mathreg, mathaid)), aes(x = value, fill = variable)) +
geom_density(alpha = 0.25) + theme_tufte() + xlab("Average Math Score") +
ylab("Density") + geom_vline(xintercept = 543, linetype = 3) +
geom_vline(xintercept = 544, linetype = 2)
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str(STAR$math1)
##

int [1:11598] NA 538 592 NA NA NA NA 512 NA 532 ...

STAR$mathgrade <- round(subset(STAR)$math1/100) * 100
str(STAR$mathgrade)
##

num [1:11598] NA 500 600 NA NA NA NA 500 NA 500 ...

var(subset(na.omit(STAR))$math1)
## [1] 1555.032
var(subset(na.omit(STAR))$mathgrade)
## [1] 2830.501
math.regular <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, 900, replace = TRUE)))
math.small <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, 900, replace = TRUE)))
mathgregular <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "regular")$mathgrade, 900, replace = TRUE)))
mathgsmall <- replicate(1000, mean(sample(subset(na.omit(STAR),
star1 == "small")$mathgrade, 900, replace = TRUE)))

plotmath <- ggplot(melt(data.frame(math.regular, math.small)),
aes(x = value, fill = variable)) + geom_density(alpha = 0.25) +
theme_tufte() + xlab("Average Math Score") + ylab("Density") +
xlim(536, 557)
plotgrade <- ggplot(melt(data.frame(mathgregular, mathgsmall)),
aes(x = value, fill = variable)) + geom_density(alpha = 0.25) +
theme_tufte() + xlab("Average Math Grade") + ylab("Density") +
xlim(536, 557)
grid.arrange(plotmath, plotgrade)
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powerfraction <- function(P) {
n <- 300
sesma <- sd(replicate(100, mean(sample(subset(na.omit(STAR),
star1 == "small")$math1, n * P, replace = TRUE))))/sqrt(n *
P - 1)
sereg <- sd(replicate(100, mean(sample(subset(na.omit(STAR),
star1 == "regular")$math1, n * (1 - P), replace = TRUE))))/sqrt(n *
(1 - P) - 1)
as.data.frame(cbind(sesma, sereg, sesma + sereg))
}
powerfraction(0.4)
##
sesma
sereg
V3
## 1 0.316108 0.2423572 0.5584652
dd <- sapply(c((1:9)/10), powerfraction)
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par(mfrow = c(1, 2))
plot(c((1:9)/10), dd[1, ], type = "l", col = "red", lwd = 3,
xlab = "Allocation Fraction", ylab = "Standard Error of the Mean",
ylim = c(0, 1.5))
lines(c((1:9)/10), dd[2, ], lwd = 3)
plot(c((1:9)/10), dd[3, ], type = "l", lwd = 3, xlab = "Allocation Fraction",
ylab = "Sum of Standard Errors of the Mean", col = "grey",
ylim = c(0, 1.5))
abline(v = 0.5)
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, where N – number of observations; σ – standard error term; P – allocation fraction
Critical Value, tα{2
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, where φ is standard normal cumulative distribution function; α – significance
level.
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Generally(!), we see:
 More (independent) observations(N ) more power
 Higher MDE gives higher power
 Lower tα{2 or significance level gives higher power
 Smaller variance gives higher power
 Power is maximized if P

3.3

 0.5

Tools for Power Calculation

Tools:
 Use the specific formula
 Use a specific Statistical table (see Cohen 1988)
 G*power
 Optimal Design
 STATA standard commands e.g. sampsi 0.43 0.45, power(0.8) sd(0.05)
 R standard commands e.g. pwr.t.test()
 ...
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Source: Cohen (1988), p.29
Note: Power calculations for α

 0.05, d - Cohens’ d, two groups, n – number in each group

Source: Optimal Design. http://hlmsoft.net/od/

library(pwr)
pwr.t.test(d = 0.2, sig.level = 0.05, power = 0.8, type = c("two.sample"))
##
##
Two-sample t
##
##
n =
##
d =
##
sig.level =
##
power =
##
alternative =
##
## NOTE: n is number

test power calculation
393.4057
0.2
0.05
0.8
two.sided
in *each* group

Tools:
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 Use the specific formula
 Use a specific Statistical table (see Cohen 1988)
 G*power
 Optimal Design
 STATA standard commands e.g. sampsi 0.43 0.45, power(0.8) sd(0.05)
 R standard commands e.g. pwr.t.test()

Good for standard research design, but what to do if you have a more
specific study?
 Simulation!

Summary
 Sample variability requires to estimate how likely that we will find an effect – provide
power analysis
 Power analysis helps

– to understand the chances to find an effect if it exists;
– to provide (design) better study.
 Power critically depends on

1. Sample size
2. Effect size;
3. Significance level
4. Variance
5. Allocation Fraction
 Use either formulas, statistical tables, standard software, or provide simulation to
estimate the power of the study.
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Exercises
1. Power I: What is power of the experiment? What is the typical power level for the
experiment? What are the advantages and disadvantages of higher power level?
2. Power II: What are the key five factors that determines the power of the study? In
which direction?
3. Power IIIa: You run an randomized control trial to test adverse effect of a drug
with 1000 subjects. You cannot reject the null-hypothesis at any conventional level
of significance (p-value 0.1239) that the difference between control and treatment
group in adverse effect is different from zero. What is your conclusion?
4. Power IIIb: You run a randomized control trial to test adverse effect of a drug with
1000 subjects that assumes 80% power at significance level of 5% if the minimum
detectable effect size is 0.01SD. You cannot reject the null-hypothesis at any conventional level of significance (p-value 0.1239) that the difference between control and
treatment group in adverse effect is different from zero. What is your conclusion?
5. Example I: Let’s estimate power of very simple study using Optimal Design Software,
Standard R Command, and R simulation.
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 Consider you study the effect of financial aid for 400 students.
 You randomly assign 200 students to receive aid and other 200 no.
 Assume α  0.05.

6. Let’s accomplish this task making different assumption about effect size (0.2,0.3,0.4),
sample size (400,600,800), and, perhaps, different types of test (for simulation only).
# Install package in case you do not have by running
# install.packages('pwr')
# Library for standard power calculation:
library(pwr)
# <You code here>
Simulation:
 We can simulate data generating process of our study including Null-hyopthesis testing
procedure.
 We can do this under specific (different) conditions large number of times.
 We can see in how many cases we will reject the null hypothesis if the effect exists –
Estimate power of our study.

Let’s setup Data Generating process
# Let's setup Data Generating process
n <- 400 #Sample size! 200+200
sd <- 1 # What is actually your sd? Let's assume 1.
mean <- 0 # What is actually the baseline level? Let's assume 0.
effectsize <- 0.2 # What effect size do you expect? let's assume 0.2 (small)

# Let's Generate one dataset
id <- c(1:n) #Subjects ID
score <- rnorm(n, mean = mean, sd = sd)

#math score

# Here is our Extremely Simple Data Generating Process:
y <- 0 + score
df <- as.data.frame(cbind(id, y))
head(df)
##
##
##
##
##
##
##

1
2
3
4
5
6

id
y
1 -0.7279571
2 0.9113812
3 -1.0525243
4 1.1801402
5 2.0424715
6 1.3062013
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# Let's randomly assign students to treatments
df$T <- sample(c(rep(1, n/2), rep(0, n/2)), n, replace = FALSE)
str(df$T)
##

num [1:400] 0 1 0 1 0 1 0 0 1 0 ...

table(df$T)
##
##
0
1
## 200 200
# Let's simulate experiment
sdeff <- sd(y)
eff <- effectsize * sdeff
rnorm(1, mean = eff, sd = sd)
## [1] 0.6654642
df$effect <- rnorm(n, mean = eff, sd = sdeff)
df$yT <- df$y + ifelse(df$T == 1, df$effect, 0)

head(df)
##
##
##
##
##
##
##

1
2
3
4
5
6

id
y T
effect
yT
1 -0.7279571 0 -0.68363876 -0.7279571
2 0.9113812 1 -0.40777005 0.5036112
3 -1.0525243 0 1.40067802 -1.0525243
4 1.1801402 1 0.04939262 1.2295328
5 2.0424715 0 -0.19116132 2.0424715
6 1.3062013 1 0.74341782 2.0496192

t.test(df$yT ~ df$T)
##
##
##
##
##
##
##
##
##
##
##

Welch Two Sample t-test
data: df$yT by df$T
t = -0.84609, df = 364.9, p-value = 0.3981
alternative hypothesis: true difference in means is not equal to 0
95 percent confidence interval:
-0.3370803 0.1342760
sample estimates:
mean in group 0 mean in group 1
0.1226054
0.2240076

t.test(df$yT ~ df$T)$p.value
## [1] 0.3980546
# Let's make a function that generate a data from our
# experiment.
DGP <- function(n, sd, effectsize) {
id <- c(1:n) #Subjects ID
score <- rnorm(n, mean = mean, sd = sd)
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#math score

# Here is our Extremely Simple Data Generating Process:
y <- 0 + score
df <- as.data.frame(cbind(id, y))

# Let's randomly assign the women to treatments
df$T <- sample(c(rep(1, n/2), rep(0, n/2)), n, replace = FALSE)

# Let's simulate experiment
sdeff <- 1
eff <- effectsize * sdeff
rnorm(1, mean = eff, sd = sd)
df$effect <- rnorm(n, mean = eff, sd = sdeff)
df$yT <- df$y + ifelse(df$T == 1, df$effect, 0)
df
}
df <- DGP(600, 1, 0.2)
head(df)
##
##
##
##
##
##
##

1
2
3
4
5
6

id
1
2
3
4
5
6

y
0.52543148
-0.65729865
0.66772136
-1.77284262
-0.02310057
-0.57327425

T
0
0
0
1
1
1

effect
yT
0.1205073 0.5254315
0.0663633 -0.6572986
1.2289321 0.6677214
0.1067885 -1.6660541
1.7461585 1.7230580
1.3858461 0.8125719

## SIMULATION t.test
onesim <- function(n, sd, effectsize) {
df <- DGP(n, sd, effectsize)

t.test(df$yT ~ df$T)$p.value
}
onesim(400, 1, 0.2)
## [1] 0.1554866
pe02 <- replicate(100, onesim(400, 1, 0.2))
pe03 <- replicate(100, onesim(400, 1, 0.3))
pe04 <- replicate(100, onesim(400, 1, 0.4))
plot(ecdf(pe02), do.p = FALSE, verticals = TRUE, xlim = c(0,
1), main = NULL, xlab = "p-value", ylab = "Fn(p-value)",
lwd = 2, lty = 2, col = "red")
lines(ecdf(pe03), do.p = FALSE, verticals = TRUE, xlim = c(0,
1), ylab = "Fn(p-value)", lwd = 2, lty = 6, col = "yellow")
lines(ecdf(pe04), do.p = FALSE, verticals = TRUE, xlim = c(0,
1), ylab = "Fn(p-value)", lwd = 2, lty = 1, col = "green")
abline(v = 0.05, col = "lightgray", lwd = 2, lty = 4)
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Of course, this simulation is overkill for so simple study like in the example, but your
study unlikely to be that simple.
7. Prepare for Assignment and Examination. Provide calculation for your study
using Optimal Design Software, and R simulation.
Let’s start at class.

5

Main Determinants in Details

5.1

Design Effect

 Consider that you run the experiment on students in 10 schools to increase their math
test scores.
 You shall allocate randomly 5 schools to treatment and 5 to control as it allows you
to run the experiment smoothly.
 It is possible to cover 10 000 students (max. 1000 students in each school).

! But schools can be very different and math scores can correlate within a school:
– Private schools from rich areas: high average test score.
– Public school from poor areas: low average test score.
 Thus, adding additional students does not necessarily bring entirely new information
as values are not independent.

What is your actual sample size?
What is the power if you cover all 10 000 students?
 To answer this question one needs to know to which extent the difference in students’
performance can be explained by the school – cluster – in which students study.

Intracluster Correlation Coefficient (ICC)
ρ
21

s2b
,
s2w s2b

where s2b - the variance between clusters, s2w - the variance within clusters.
– If the response is identical within-cluster, ρ  1.
 In extreme if ρ  1, students’ math score is identical in any school, thus, the effective
sample size is number of schools (clusters): n  10.

°

Source: Optimal Design. http://hlmsoft.net/od/
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where vj – shocks at cluster (group) level which we assume to be i.i.d. with variance τ 2 , wi,j
– shocks at individual level within a cluster wi,j , which we assume to be i.i.d. with variance
σ2
s2
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1 ρ
n σ,

where n – cluster size.
 In the case of the experiment, one can make causal inference based on the assumption
of independence between units of randomization (Holland, 1986), a number of clusters
generally can be assumed to be equal to a number of units of randomization.

– In medicine, the median number of clusters is below 30 (Ivers et al., 2011; Kahan
et al., 2016).
– In economic laboratory experiments, more than half of the experiments have less
than 10 independent observations per treatment (Asanov, Buhren, Zacharodimou,
2020).
 In the case of an observational study, the number of clusters will depend more on
sampling design (Abadie, Athey, Imbens, Wooldridge, 2022).
 Use pre-test information;
 Use (data from) previous studies;
 Use data from your study e.g. ICCbare command in r.
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 Use meta-studies e.g. ρ (ICC) is about 0.15-0.22 for the educational outcomes (Hedges
and Hedberg, 2007) or in economic lab experiments ICC reaching 0.5 (Asanov, Buhren,
Zacharodimou, 2020)
 Use other studies e.g. ICC within the ring of contacts - households, friends, etc. reaches 0.14 for the spread of Ebola virus (Henao-Restrepo et al., 2007).

ρ and effective sample size
nef f ective

1

n

pn1qρ ,

where n – non-independent observations.
 Effective sample size non-linearly depends on the ICC level.
 Even a “small” (in absolute values) level of ICC dramatically decreases the effective
sample size.

5.2

Effect Size in Details

 One has to distinguish two main families of effects:

a Size of Difference in Means:
X̄ X̄
 SD
X̄ X̄
Glass’s ∆  SD

* Cohens’ D

1

2

pooled

,

1
2
*
control
* Odds ratio, Relative ratio, etc.

b Size of Correlation
* Pearson correctional coefficient r
* Pearson correlation r etc.
 They are certainly related but not identical.
 “Small” - Cohen’s D
old girls.

 0.2 (r  0.1) – difference in height between 15 and 16 years

 “Medium” - Cohen’s D
old girls.
 “Large” - Cohen’s D
old girls.

 0.5 (r  0.3) – difference in height between 14 and 18 years

 0.8 (r  0.5) – difference in height between 13 and 18 years

library(compute.es)
res(0.1, n = 1000)
## Mean Differences ES:
##
## d [ 95 %CI] = 0.2 [ 0.08 , 0.33 ]
##
var(d) = 0
##
p-value(d) = 0
##
U3(d) = 57.97 %
##
CLES(d) = 55.65 %
##
Cliff's Delta = 0.11
##
## Correlation ES:
##
23

##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##

r [ 95 %CI] = 0.1 [ 0.04 , 0.16 ]
var(r) = 0
p-value(r) = 0
z [ 95 %CI] = 0.1 [ 0.04 , 0.16 ]
var(z) = 0
p-value(z) = 0
Odds Ratio ES:
OR [ 95 %CI] = 1.44 [ 1.15 , 1.81 ]
p-value(OR) = 0
Log OR [ 95 %CI] = 0.36 [ 0.14 , 0.59 ]
var(lOR) = 0.01
p-value(Log OR) = 0
Other:
NNT = 16.42
Total N = 1000

library(compute.es)
res(0.3, n = 1000)
## Mean Differences ES:
##
## d [ 95 %CI] = 0.63 [ 0.5 , 0.76 ]
##
var(d) = 0
##
p-value(d) = 0
##
U3(d) = 73.53 %
##
CLES(d) = 67.17 %
##
Cliff's Delta = 0.34
##
## Correlation ES:
##
## r [ 95 %CI] = 0.3 [ 0.24 , 0.36 ]
##
var(r) = 0
##
p-value(r) = 0
##
## z [ 95 %CI] = 0.31 [ 0.25 , 0.37 ]
##
var(z) = 0
##
p-value(z) = 0
##
## Odds Ratio ES:
##
## OR [ 95 %CI] = 3.13 [ 2.47 , 3.96 ]
##
p-value(OR) = 0
##
## Log OR [ 95 %CI] = 1.14 [ 0.91 , 1.38 ]
##
var(lOR) = 0.01
##
p-value(Log OR) = 0
##
## Other:
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##
##
##

NNT = 4.63
Total N = 1000

library(compute.es)
res(0.3, n = 1000)
## Mean Differences ES:
##
## d [ 95 %CI] = 0.63 [ 0.5 , 0.76 ]
##
var(d) = 0
##
p-value(d) = 0
##
U3(d) = 73.53 %
##
CLES(d) = 67.17 %
##
Cliff's Delta = 0.34
##
## Correlation ES:
##
## r [ 95 %CI] = 0.3 [ 0.24 , 0.36 ]
##
var(r) = 0
##
p-value(r) = 0
##
## z [ 95 %CI] = 0.31 [ 0.25 , 0.37 ]
##
var(z) = 0
##
p-value(z) = 0
##
## Odds Ratio ES:
##
## OR [ 95 %CI] = 3.13 [ 2.47 , 3.96 ]
##
p-value(OR) = 0
##
## Log OR [ 95 %CI] = 1.14 [ 0.91 , 1.38 ]
##
var(lOR) = 0.01
##
p-value(Log OR) = 0
##
## Other:
##
## NNT = 4.63
## Total N = 1000

library(compute.es)
res(0.705, n = 1000)
## Mean Differences ES:
##
## d [ 95 %CI] = 1.99 [ 1.81 , 2.16 ]
##
var(d) = 0.01
##
p-value(d) = 0
##
U3(d) = 97.66 %
##
CLES(d) = 92.01 %
##
Cliff's Delta = 0.84
##
## Correlation ES:
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##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##
##

r [ 95 %CI] = 0.7 [ 0.67 , 0.73 ]
var(r) = 0
p-value(r) = 0
z [ 95 %CI] = 0.88 [ 0.82 , 0.94 ]
var(z) = 0
p-value(z) = 0
Odds Ratio ES:
OR [ 95 %CI] = 36.82 [ 26.81 , 50.57 ]
p-value(OR) = 0
Log OR [ 95 %CI] = 3.61 [ 3.29 , 3.92 ]
var(lOR) = 0.03
p-value(Log OR) = 0
Other:
NNT = 1.48
Total N = 1000

Source: Rubio-Aparicio et al. (2018)

 “We conducted replications of 100 experimental and correlational studies published
in three psychology journals using high-powered designs and original materials when
available.” (OSP, 2015)
 “The mean effect size (r) of the replication effects (Mr  0.197, SD = 0.257) was
half the magnitude of the mean effect size of the original effects (Mr  0.403, SD =
0.188)”(OSP, 2015)
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Source: Camerer et al. (2018)
“The mean standardized effect size (correlation coefficient, r) of the replications is 0.279, compared with 0.474 in the original studies”.
(Camerer et al. , 2018)

 Ioannidis et al. (2017) “survey 159 empirical economics literature that draw upon
64,076 estimates of economic parameters reported in more than 6,700 empirical studies.”
 “The average effect size among the data sets . . . measured largely as partial correlations
and elasticities, is only 0.17.” ( Ioannidis et al. ,2017)

Source: McEwan (2015)

 “Researchers commonly interpret effect sizes by applying benchmarks proposed by
Cohen over a half century ago. However, effects that are small by Cohen’s standards
are large relative to the impacts of most field-based interventions.” (Kraft, 2019):

– Median effect size represents 0.10 standard deviation on learning (Kraft, 2019,
OECD, 2019) in low- and middle-income countries. (Evans and Yuan, 2020a)
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 Students learn between 0.15 and 0.21 sd of literacy ability during the year. (Evans
and Yuan, 2020b)

Ñ

“a median structured pedagogy intervention increases learning by the equivalent of
between 0.6 and 0.9 year of business-as-usual schooling.” (Evans and Yuan, 2020b)

 Meta-analysis of ”126 RCTs covering 23 million individuals, including all trials run by
two of the largest Nudge Units in the United States” (DellaVigna and Linos, 2021)

– In the Academic Journals papers, the average impact of a nudge is a very large
8.7 percentage point take-up effect.
– In the Nudge Units sample, the average impact is only 1.4 percentage points.
– “selective publication in the Academic Journals sample, exacerbated by low statistical power, explains about 70 percent of the difference in effect sizes between
the two samples.”
 So, it is reasonable to expect that my effect is somewhere between 0.1 and 0.4.

 Thus, I have to have from 200 to 800 independent observations.
 It is a lot and I can afford only 400 subjects in my study. What can I do?

5.3

Variance Explained

 Generally, more precise is the measure ess variance. Thus,

1. Search for more precise measures e.g. continuous variable versus discrete, field
test them.
2. Use controls from baseline.
3. Use repeated observations e.g. multiple follow-up surveys (McKenzie, 2012)
4. Use a more efficient estimation method e.g. Mixed-effect model over Wilcoxsigned rank test over averages.
5. Use balanced randomization ( Bruhn and McKenzie, 2009; see for a detailed
discussion)
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Source: Optimal Design. http://hlmsoft.net/od/

Example: Birth Control Pills
 Suppose we test birth control pills.

– By chance in the treatment group only women and in control only men
– Our evaluation shows no effect of birth control or even a slightly positive effect
on the birth rate.

Ñ

We conclude that Birth control pills do not work or even can increase the birth
rate.

 Put it differently, the groups are very different.
 Thus, both effects in groups and characteristics of groups are very variable.
 If we minimize the residual variance of the outcome, we more clearly see an effect.

5.4

Type error I VS. Type Error II

Desired Level of Significance
ppH1 q

1
1 qK
α  p1ppH
ppH1 qq DRS
- the probability that h0 is false, k – the probability of error of Type II, DRS - the
desired level of the relative seriousness of Type I and Type II error

Practically,
 one stick to 5% significance level
 One can use one-sided tests with a pre-analysis plan, but practically it is harder to
convince the reader, anyways.

5.5

Allocation Fraction

 Consider what is your null hypothesis. Which treatments do you want to compare?
T1 vs.T2 vs Control; T1 vs. Control and T2 vs. Control.
 Consider that the assumed effect size is not necessarily identical across treatment
groups
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Ñ
Ñ

Allocate more units where you expect a lower effect.
In some cases allocating more to control can be useful

– Consider costs(-effectiveness) of each treatment
– Generally, when you have a complex design, use simulation.
– Using Existing Data: If you have a possibility try to use the distribution of
variables from your pre-test, similar study.
 We know that Power critically depends on

1. Sample size: Mostly on the number of independent observations
2. Effect size: Unlikely to be more than 0.4
3. Significance level: Unlikely to make sense to change
4. Variance: One can and has to work hard on this
5. Allocation

6

Exercises
8. Intracluster Correlation Coefficient I: What is Intra-cluster Correlation Coefficient? How does it affect power?
9. Different Methods I: What are your expectations about relative power when you
compare OLS (simple regression) to instrumental variable approach, Regression Discontinuity Design?

10. Here is output of the effect size from your study. Try to report it in common language:

library(compute.es)
res(0.1763, n = 1000)
## Mean Differences ES:
##
## d [ 95 %CI] = 0.36 [ 0.23 , 0.48 ]
##
var(d) = 0
##
p-value(d) = 0
##
U3(d) = 63.99 %
##
CLES(d) = 60 %
##
Cliff's Delta = 0.2
##
## Correlation ES:
##
## r [ 95 %CI] = 0.18 [ 0.12 , 0.24 ]
##
var(r) = 0
##
p-value(r) = 0
##
## z [ 95 %CI] = 0.18 [ 0.12 , 0.24 ]
##
var(z) = 0
##
p-value(z) = 0
##
## Odds Ratio ES:
##
## OR [ 95 %CI] = 1.92 [ 1.52 , 2.41 ]
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##
##
##
##
##
##
##
##
##
##

p-value(OR) = 0
Log OR [ 95 %CI] = 0.65 [ 0.42 , 0.88 ]
var(lOR) = 0.01
p-value(Log OR) = 0
Other:
NNT = 8.74
Total N = 1000

11. You run a cluster-randomized trial with 900 subjects randomizing on a group level.
30 groups. You assume an effect size of 0.2sd in one case and 0.4sd in another case.
 0.5.ρ  0.15. 20% of the variance of outcome variable can be explained by baseline
control on group level. What is the power of your study? Use Optimal Design
software.
12. Examination. Provide calculation for your study using
 Optimal Design Software,
 R simulation
 Try to improve your study from a power perspective
 Make a report briefly describing:

–
–
–
–
–

– Very briefly explain your study
Your assumptions for power calculations and reasons for them.
Screenshots of Optimal Design output
Your Code e.g. R, Stat, Phyton
Report power of your study

Note: Try to sample from your dataset (variable) for power calculations e.g. use
sample() for power calculations.
Final Deadline: 23rd of September 2022

7

Advanced Issues
 Adding covariates:

– Analysis of Covariance - ANCOVA
– Post-double-selection approach (Belloni, Chernozhukov, and Hansen, 2014)
 Multiple Hypothesis testing

– Multiple Outcomes
– Multiple Treatment
 Interactions
 Attrition
 Reporting Power Analysis
 Advantages and Costs of Power Analysis
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7.1

Adding covariates

 We know that we will generally improve power if introduce covariates as they reduce
the residual variance of the outcome variable.
 The outcome variable measured at the baseline can be a very good candidate.

Analysis of Covariance - ANCOVA
Yi,endline

 β0

βT Ti

Yi,baseline

e,

where Yi,endline - is outcome variable measured at the endline; Yi,baseline - is outcome variable
measured at the baseline

7.2

Adding covariates

Source: Asanov and Vannuccini (2020)



Visual inspection shows that SUGGEST group in BLOCK 2 started to send more. What about the statistical significance of
the potential effect?

Figure 1: Non-ANCOVA.

Figure 2: ANCOVA.

Source: Asanov and Vannuccini (2015)

Source: Asanov and Vannuccini (2020)

 We saw in the anecdotical example that without ANCOVA we barely detect the effect,
but using ANCOVA we detect an effect.
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 Note that in the example baseline value of the amount sent highly (auto) correlates
with the amount sent in the next periods allowing use to boost power.
 The power gains from ANCOVA naturally arise when we have high autocorrelation.
 Note that ANCOVA can be more powerful than Diff-in-Diff when autocorrelations are
low, but when baseline value is taken (Mckenzie, 2012).
 What if the autocorrelation of my outcome variable is low and I do not have a baseline
value of the outcome variable?
 We can rely on the machine learning approach to select the variables systematically by
using the Post-double-selection approach (Belloni, Chernozhukov, and Hansen, 2014)
 Recall conditions of presence of omitted variable bias:

– This variable determines the dependent variable
– Variable correlates with the ”treatment” variable
 If we can systematically search for these variables, we can reduce these concerns by:

– Including variables that are a significant predictor of the outcome as judged by
a conservative test (t-test, Lasso etc).
– Including variables that are a significant predictor of the ”treatment” variable as
judged by a conservative test (t-test, Lasso etc).

Ñ
7.3

We will reduce error and increase statistical power.

Multiple Hypothesis testing

 In many cases, we want to ask nature multiple questions, thus, we will look at:

– Multiple outcomes (labor, education, psychological characteristic x,y,z)
– Multiple ”treatments” (group 1, group 2, . . . , group K)
 Suppose we make 20 independent tests, each with a 5 percent statistical significance
level.
 The chance of rejecting the null hypothesis of no effect when it is true is 5 percent for
each test.

! but the chance of at least one spurious nonzero impact in the set of 20 tests
p0.95q20 q  100  64%.

 p1 

 We will have to adjust the p-values for multiple comparisons.
 How shall we adjust the power analysis, when we test h number of hypotheses at the
significance level α?
 When the outcome variables are independent,

– Use Family Wise Error Rate: F W ER  1  p1  αqh .
– If we we need F W ER
0.05qp1{hq

 0.05, we shall do power calculations with α  1  p1 

– For our hypothetical example: α  1  p1  0.05qp1{20q

 0.00256

 This level of significance of increases requirements for the study
 In most cases, outcome variables are not independent.
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 When the outcome variables are not independent,

– The simulation for power analysis is advisable.

?hq

– If simulation not possible, a rule of thumb formula α  1  p1  0.05qp1{

?20q

– For our hypothetical example: α  1  p1  0.05qp1{

 0.011

 The requirements for the study are a bit lower than in the previous case but still tough.

Ñ
7.4

Consider limiting the number of outcomes and specify key outcomes in the registered
pre-analysis plan.

Interaction, Full-Factorial Design

 We often want to investigate interaction effects e.g. effect is stronger for women than
men etc. However, it is natural to assume that the effect of the interaction is smaller
than the main effect.
 Indeed, the median absolute magnitude of the interactions in their re-analysis is 0.065
s.d., or 37% of the size of the main treatment effects. (Muralidharan et al., 2019)
 Practically,

– If you believe that the effect is present in a specific group, why not focus on this
group?
– If you want to test interaction, it is better to have three groups (T1, T2, control)
rather than spread your power over four groups.

7.5

Attrition

 Suppose in the experiment you test the online course with 1 000 registered participant

! but 52% never enter the courseware and less than 10% get to the endline (Reich and
Ruipz-Valiente1, 2019)- less than 100 subjects.
 Of course, your n is not equal anymore to 1000 and, thus, power is reduced.

7.6

Reporting Power Analysis

 Report MDE from your power calculations (with percentage points change you expect)
 It makes sense to report

– Effect size as Cohen’s D, Glass Delta or r from your study along with other
statistics.
– Percentage points change. - understandable by a general audience
– Comparing your effect size to other programs/treatments/results.
– Comparing your effect size to the difference in your sample e.g. difference of child
performance conditional on mother’s educational level
– Absolute values (of the control group)
“. . . Intervention 2: approximately 175 classes with role model content at the start of the
course, approximately 175 classes with role models at the end Intervention 3: approximately
10,000 students with adaptive exercises, 10,000 with non-adaptive.”
Minimum detectable effect size for main outcomes “. . . Intervention 2: for career
attitudes, we assume a baseline mean of 0.18, baseline standard deviation of 0.38, and ICC
of 0.01. Then MDE is 0.06s.d., which is a 0.02 change in the Octoskill measure Intervention
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3: for the subject-specific test, we assume a baseline mean of 713, the standard deviation of
119, and autocorrelation of 0.5 (baseline scores will help predict follow-up) Then MDE is 6
points on the test (0.05 SD).”
Asanov, et al. (2019) AEA RCT Registry. https://doi.org/10.1257/rct.3553-2.0.
Comparing effect to the literature
We find that treatment improves learning outcomes by 0.1 standard deviation . . . . That
position this intervention next to large educational interventions that have a median effect
size of 0.1 standard deviations on learning outcomes (Evans and Yuan, 2020), which is the
equivalent to how much a student might learn in 71% of a year of business-as-usual schooling
in low- or middle- income countries in grade 12 (see Evans and Yuan, 2019, for the Equivalent
Years of Schooling metrics).
In week 8 we see a considerable difference between the treatment and control group in
time spent actively interacting with the educational platform, this difference amounts to
-17.23 percent or almost to -2 hours (the control group mean is 11 hours 25 minutes).

7.7

Advantages and Costs of Power Analysis

 Better planning of research
 Better interpretation of research
 Large samples
 Focus on effect size
 Time-consuming
 More conservative research
 It is up to you to decide when to stop as, anyways, power analysis is based on a large
set of assumptions.
 However, any research is based on assumptions.
 With power analysis you are just clear about them.

“But although the cliche says that power always corrupts, what is seldom said ... is that
power always reveals.”
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